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> maxy J(m) = Ervp (o) Xi=o Vel \_/

BCESIINERLS: = EVNEZE. IR

o “BHFIE—FHMANMMAELTRWER T M- RSB EFE, UKERA
X g e = S LA . 7

WA s, FMEa, I r

MK (agent) : K ¥ m(als)

IR 3% (environment): 2 HHEZE p(s',r|s, a)

ZANRKERE t=0,1,--,T—1 KX E, LI (trajectory or episode)

T= So00T,S,A, " ST-1,A1—-1, 7T, ST

HHF (s,a,1,s") I— %% (one transition step); U t>T B, 7, =0
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BRI F S RYIAJRRER

o . /R KR KITE (Markov Decision Process, = 8 AL F 5 4 55, S ML 2h S HLK])

» HAT: HE—AMFREUSANHERR (Fra) X

(1) = Eep (o [Z ytrtﬂ], mas, /()
t=0 AT L BP0 ?

* (1) = p,(5p, Ay, 71,51, ) = p(sy) | n(a.|s) p(Ses1, 1150 Q)
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o FITEN1E BB 2K Qn(st, at) = IET't+1»St+1»'” ~p_(|s,a,) [2?:0 )’krt+k+1]
o« MRANE B2 Ve(se) = Eqpress,sers ~p._(|s,) [Xk=o Vkrt+k+1] = Eat~n(-|st)[Qn(5t: a,)]

« BRI Ap(s,a) = Qi(s,a) — V(s
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Vo) (0) = Evoppy o || ) Vologm(ads) | D e
t=0 t=0
Step 1: Log-Derivative Trick Step 2: Unrolling Log Probability
* J(6) = Eeopry 0|20y o * Pa(®) = p(so) 120 (a,]5) P(Seys, Teaa lse @)
© A (@) 2 XY T .
- N

Seita's Place: Going Deeper Into Reinforcement [earning: Fundamentals of Policy Gradients
i REEHRE EEH 7 —fkit, £ M: Richard S. Sutton and Andrew G. Barto, 2020, Reinforcement Learning: An Introduction



https://danieltakeshi.github.io/2017/03/28/going-deeper-into-reinforcement-learning-fundamentals-of-policy-gradients/
http://incompleteideas.net/book/RLbook2020.pdf
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(2 Vglog T[Q(atlst)> (Z Vtrt+1>]
t=0 t=0

REINFORCE /& VeJ(0) = Erp, 0

*  REINFORCE algorithm:

<~ 1. sample {7} from my(as|s;) (run the policy)

2. VoJ(0) = X, (X, Vologma(ailsi)) (3, r(si,al))
e 30— 0+ aVe ()

R AEE. EHE

e REINFORCE # % 1k

— k
Vﬂ(st) _ ]Eat»rt+1r5t+1r"' ~p,(lsy) [Zl?=0y rt+k+1]

- REINFORCE with Baseline: Y%, ytr41 — V.2 (s0) Fh, B EK
« Advantage Actor-Critic (A2C): 1, + yV,Td) (s1) — anb (so) 1R %] 86 A 1
e Actor-Critic with GAE el b=

Figure: Sergey Levine, CS 285 UC Berkeley, Deep Reinforcement Learning, 2023
Richard S. Sutton and Andrew G. Barto, 2020, Reinforcement I.earning: An Introduction


https://rail.eecs.berkeley.edu/deeprlcourse/
http://incompleteideas.net/book/RLbook2020.pdf
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I~ NALB{HIT (General Advantage Estimation, GAE)

2k=0 Vk+t7”t+k+1 — V. (s¢)

* Tep1 T YV (Ser1) — Ve(se) 6 =ri+ 9V (ser1) = V(si)
o WA, AL =-V(se)+r+V(ses) =0

AP = —V(s) + e +re41 + 7V (se42) =0 +70¢11

AELB) = —V(st) + re + Yre1 + VP12 + VPV (se43) =06 + 75t+1 + 725;{;2

A ASAEON . (1 _ ) (/’i(” +AAP) 24P 4 )

(1 A)(5V+A(5V+75t+1)+)\2(5V+’Y52/+1+725§/+2)+ )
(T=N0 T +A+A+ )+ A+ A2+ A% +.00)
+ 25 N+ A ) )

-0 (125) ot (25) +ota () + )

= Z('Y)\) 6t—|—l
=0
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I~ NALB{HIT (General Advantage Estimation, GAE)

* GAE:  APAEG) Zm) 57
GAE(y,0) : At =5 — 1+ YV (s041) — V(se)
GAE(y,1): A, := ny Opip = Z Ve — V(st)
« MEHHHEIT H R
» B Ve(se) = VP (sy)

2
5 _ ~T—t—1. k+t
Re = lk=0 V" Tetk+1

o Rk mqbinﬁzlivzl |V (si) - Ri

Schulman, J., Moritz, P., Levine, S., Jordan, M., & Abbeel, P. (2015). High-Dimensional Continuous Control Using Generalized Advantage Estimation.
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RIEHOH X (Policy Improvement Methods)

s KM E R E: mE LI, A—W&RBETONERERER LI
0, « 0p + aVyJ(0)|g=g, = J(81) = J(60)7?
o 47 GE PRI B AT B2 A2

o ZR—ANMBREZLO), #HRLO)<]J(O) B LB, =](6,)
0, « argmaxyL(6) = J(61) = L(61) = L(6,) =J(6,)

J )
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](0) — ](80) + IIZsfvpn‘9 [[Ea~7r9(-ls) [Aﬂgo (s, Cl)”

¢ ‘;EL:E{:’ ,07-[(5) — PI‘(SO — SlT[, p) + )/PI‘(Sl = Slﬂj’p) + ]/ZPI‘(SZ — Sln"p) + ...
° %&%

+ Step 1: J(0) = J(8o) + Erop, (1) | 22207 Ary, (50 2))]

* Step 2 : ]ETNPnQ(T) [Z;?o:o ]/tAnGO (s¢, at)] = IES~P7T9 [Ea~n9(-ls) [A”GO (s, Cl)”
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ST G
« F_H: U
J(0) = J(60) + x| Eanytis) [Ang, (5 @] | = L(O)

« HRAAM: L(B) = J(8p) B VoL(O)lg=g, = Yol (O)lo=,
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VRIS
c =Y. TAEHE

J(8) = L(6) — € max Dy, (g, C15)||mo (1)) = L(6)

4y maxlAne (s, a)|

+ L(6) £ J(80) + Es-p,_ [[EaN,TQ(.|S) | Ary (s, a)”, C2—2—4

e p.(s) 2 Pr(sy, = s|m,p) +yPr(s; = s|m,p) + yZPr(gz = s|m,p) + -

L(B8y) = J(80) H VoL(®)lo=s, = Vol (®)lg=g, L(6) < J(6) H L(6,) = J(8))

Gy 6,
v X

L6) 6
bﬂ) J J”
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(SEh1E RIS (Trust Region Policy Optimization, TRPO)

e HIRIUEWY B AF: maxg L(B) — C max Dy, (TL’QO('lS)”T[g('lS)) >> TR I/
° \‘/I‘({Z;, Al 7'[3 JC:
BAGR, FATLS o M
maxy L(6), subjectto max Dy (ngo(-ls)“ng(-ls)) <é

- H—FERHM, BT

maxg L(6), subjectto IES~pn90 [DKL (ngo(-ls)”ng(-ls))] <é

Schulman, J., EDU, B., Levine, S., Moritz, P., Jordan, M., & Abbeel, P. (2015). Trust Region Policy Optimization.
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o HAr®#: maxg L() = maxy J(0,) + IES~pn9 [IEaN,Te(.|S) [Aneo (s, a)”
0
5~Pry, _Ea~n9(-|s) [Ango (s, a)”
my(als)
S~pn90 ]Ea~7'l,'90( |s) [T[ (CllS) 7'[90(5 Cl)”

2 p.(s) = Pr(sq = s|m,p) + yPr(s; = s|m,p) + y?Pr(s, = s|m,p) + -

0.0
g (acls,)
= maxg Z Est,at~n90 [ ytAn'go (St ae)
0

= maxy E
B 4 X (Importance Sampling) 3 77

= maxy E

o e e adsy $H R R
ARNEEACID) I
“maoy ). ) [ﬂeo Sy e (5)|
C4E: Bap [P (6, CI9) o)) = 2 EI U0 [ D, (ma, (158) o ()
© HHF: APAEON —im) 5%, 6y =1+ 4V (se41) — V(s0) GAE

[=0
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Algorithm 1 Trust Region Policy Optimization
1: Input: initial policy parameters 6y, initial value function parameters ¢

2: Hyperparameters: KL-divergence limit ¢, backtracking coefficient o, maximum number
of backtracking steps K

3: for k=0,1,2,... do

4:  Collect set of trajectories Dy = {7;} by running policy 7, = w () in the environment.

5. Compute rewards-to-go R;.

6:  Compute advantage estimates, A, (using any method of advantage estimation) based

on the current value function Vi, .

(a). BEHIKIE ML SLOZ Onow. FISRIEIILE m(a|s; Onow) T M BEIA SERER
B, Buse—JRliExk, e

S1, a1, T1, S2,02,7T2, " ", Sn, Qn, Tn- maXQL(G) .
E mg(az|sy) TN 4 ( )
(0). MFFAME =1, ,n, WEMER v = S5, Vi - max@ S0c~00 | g (aplsy) o0 0t
(©). TR A BLERAL: ST N [t olallsd) _
~ mlag | S¢; o\ At |St [ 1
L(0|0,) = ‘ - U ~ max z ytA st ak
( } ) ; ’N(at | St Bnow) ¢ O N N — = 7'[9 (at|st) ngo( t t)_

2. B RA— PR SR At 2 R ) B KA P A

Onew = arginax L(0]Onow); st |0 = Onowll, < A. OpenAl, Welcome to Spinning Up in Deep RL!

AR 2ok S P — T PR B . FTDAIE R ek KL 3%, EIAR (9.10). F it s sk A4 2022 EERAMAES (HEE)



https://spinningup.openai.com/en/latest/index.html
https://www.math.pku.edu.cn/teachers/zhzhang/drl_v1.pdf
https://www.math.pku.edu.cn/teachers/zhzhang/drl_v1.pdf
https://www.math.pku.edu.cn/teachers/zhzhang/drl_v1.pdf
https://www.math.pku.edu.cn/teachers/zhzhang/drl_v1.pdf

Algorithm 1 Trust Region Policy Optimization B © ¢
1: Input: initial policy parameters g, initial value function parameters ¢ 7 maxy J(1) = Beep (9220 ¥ Te4al
2: Hyperparameters: KL-divergence limit ¢, backtracking coefficient o, maximum number
] [ N of backtracking steps K
%B’T:’%—T—;f 3: for k=0,1,2,... do
4:  Collect set of trajectories Dy, = {7;} by running policy 7 = 7(0)) in the environment.
5. Compute rewards-to-go R,
6: Compute advantage estimates, A, (using any method of advantage estimation) based
on the current value function V, .
7:  Estimate policy gradient as

maxeL(Q)
V1o A mo(atlsy) '
gr = |Dk| Z Z 6 10g Ty at|3t)|6 t- _ maxez [Est,at ngol tlot A (St’ at)

7€Dy =0 mg,(arls) ™™

8:  Use the conjugate gradient algorithm to compute

N
1
~ ~maX9N

Tk = Hy Gk i=1 t=0

[”B(at|5t)

L vta (sl

neo(aﬂsé) )4 7'[90( t t)_
where Hy is the Hessian of the sample average KL-divergence.

9:  Update the policy by backtracking line search with

, 20
Hk:—i—l = Ok + o’ fiﬁk,

A

Ty, Hkl'k

where j € {0,1,2,...K} is the smallest value which improves the sample loss and
satisfies the sample KL-divergence constraint.
10:  Fit value function by regression on mean-squared error:

2
- Vi ) ,
1 = argmm |Dk\T Z Z( 5(5¢)

T7€D;, t=0

typically via some gradient descent algorithm.
11: end for OpenAl, Welcome to Spinning Up in Deep RL!
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T im SR BS/U{Y (Proximal Policy Optimization, PPO)

4 maX|A s,a|
y s.a TL’QO( )

(1-y)?

o0 mg(aclst)
* maxgL(8) = maxg Yi2, Es,a;~mg, [mz‘lneo (¢, Clt)] s.t. max Dy, (7T90('|S)||7T9('|S)) =

« THREHE: J(0) = L) — CDG*(mg,, 1), C =

e PPO-Penalty: maxgy L(0) — ,BDmaX(ngo,ng)

* PPO-Clip:

Ty, (aclse) ne Ty, (aclse)

N [ mo(a IS) mg(acls,)
Mmaxg z Esac~mq, [mm( — (S, ae), llp( T 1—€1+e€ Ary (s, ar)
t=0

Schulman, J., Wolski, F., Dhariwal, P., Radford, A., & Klimov, O. (2017). Proximal Policy Optimization Algorithms.
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> maxy (1) = Erop (0[S0 v 1ol (7Y

RBRIE: RRBZRS-HENOMABRIE, EXERT, EXBIRNOERED R

wg(als)

o, (al3)

L(s,a,0;,0) = min ( (1 + E)) A™% (s, a).

BTFABALE, MRToHAETEEMIEAR (Blmg(a|s)i@in) , Birth=ME 2180, EiZmPasIvVE
PR&IT BinRVIBIE. —B, SIMEMSER, ZIMEAR LR, Ait: ZE/HRE A TR88
wEEFFIELL, mp(als) > (1 + €)mp, (a|s)(1 + €) A% (s, a)

HBRR: RGZRS-HENRBE RN A, EXMHERT, EXBERNZEIREDN

iy ((L| 5)

7y, (als)

L(s,a,0,0) = max ( (1= f)) A™% (s, a).

BT AERNR, NRTHRENTEERE (Bry(als)Rid) , BB, EZMPNEAE
PRE T BARR0IRIE. —B, RAEMSER, ZUMSAS LR, FEit, BRER: ZH/HEE
HIFREFTRBETHRIFLL . 7o(als) < (1 — e)mg, (als)(1 — €)A™% (s, a)

FERIALL, EMNAERNE, SMEEBTHRBERRERZIZANEN, £ T ENMCAER, m
BSRNTHEERS RBERBZE SR, FRN{NABHTEMET.

OpenAl, Welcome to Spinning Up in Deep RL!
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Algorithm 1 PPO-Clip
1: Input: initial policy parameters 6y, initial value function parameters ¢
2: for k=0,1,2,... do
3:  Collect set of trajectories Dy = {7;} by running policy 7, = () in the environment.
4:  Compute rewards-to-go R,.
5 Compute advantage estimates, A, (using any method of advantage estimation) based
on the current value function Vj, .
6: Update the policy by maximizing the PPO-Clip objective:

Z me ( Tola|s1) A" (s¢,ar), g(e, A™ (Staat))) 7

s \alals)

0
b+l = argmax |Dk; T

typically via stochastic gradient ascent with Adam.
7:  Fit value function by regression on mean-squared error:

ZZ(W 50) )2,

TEDy t=0

¢/€+1 arg mln |Dk; |T

typically via some gradient descent algorithm.
8: end for

OpenAl, Welcome to Spinning Up in Deep RL!
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KNIESEREPRBRAFS) . M RLHF i
o« FlEEE: PR ¥ =] question XI i HY output

1
J(6) = Er~pn3(r) Z VTer1| = Esgmp(so)ao~mgClso) [11] = Eg~p(q),0~m6(:1|q) [71]
=0

o Rl
* Rule-based (or verifiable, RLVR)
e Model-based: % & X = A (outcome RM), T2 X FiAE A (process RM)

L FHBR 1,(q,0), BT AK+3 %

ER(T¢’D) — _E(fﬂ;yw,yz)ND [log O'(rqb(wayw) - ’T‘¢(CB, yl))} D= {:E( )’yg’)’yl )}z 1
me(-1q)
> 1 =1(q,0) =1y(q,0) — ﬁlogn ar

Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C. L., Mishkin, P., ... & Lowe, R. (2022). Training language models to follow instructions with human feedback.
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KNIESEREFHEICFS . A RLHF 1t

ok

e SKEEHE . PPO

[ me(olq) 0,0 . ( me(olq) v,0
]PPO(H) — ]Eq~p(q),0~7l'90('|CI) [mln (77:90 (OlC[) ATL'QO (q; 0)) Chp 77:30(0|q) ) 1 — E) 1 + € ATL'QO (q) 0)

AGAEOA N ey, 8 =rAaV(sia) — Vsy)
(=0
e . W A 1,(g,0) 6B
Reward Models
@_{ Policy | Model | GAE H A l ’fﬁfﬁ?@%@ VT[(St) 6B
Model ( alue | Frozen .
B S #o A mo(olg) 175
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Group Relative Policy Optimization (GRPO)

- MEERSHNE. REITEE > TEHANELLGIHEH
« M q, Mg, PRHEAEE {0',0% 0%}, THr={"1%" 1%

rt — mean(r) s
Std(r) ) 7'[90 (q’ ) =T

=1

* Jerro(6) = IEq~p(q),{01,02,"-,0G}~TC90(‘|CI)

G

1 i
E; min 77;:0((le|2)) o, (CI: 0 ) clip (77;9((0 ||(ZI)) —¢ 1+ e) Alp (q, 0 ) — IBDKL(ﬂe('lq) ||7Tref('|q))

Shao, Z., Wang, P., Zhu, Q., Xu, R., Song, J., Bi, X., ... & Guo, D. (2024).
Deepseekmath: Pushing the limits of mathematical reasoning in open language models.
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AT

Weold (Oth; O<t)

lo]
— IE[q ~ P(Q),O g, (O|q)] Z \ IB(Oth:0<t) At; Chp( J[B(Oth:0<t) ,1 _ E,]. +£) At] |

=1 ﬂeold (Oflcb 0<t)

Jerpo(6) = E[q ~ P(Q), {0i}{; ~ 76,,,(0lq)]

G 4 |o;
INLE

g (Oi,fqu Oi,<t)

Ieogd (Of,t |q! 0i,<t)

g (Oi,fqu 01',<t)

'TEGOM (Oi,t |q! Oi,{t)

rm»—'

A;, clip ( ,1-¢,1 +£) Ai,t] - BDk1. [He”?fref]}

' A
r .
£ T
4 irdex(n) rolex(2) ' L
T “rrdlex () r - rh&N\(r.,rnr;,l",,.rp_)‘
| tep | [ siepz ] Ki=2 , z  — o )
9 voo-
D e}
p— L r; >
D“ 1,; /r a f B w .—r\o{'q,KL\) F ?ho[(})( ('L)

‘ Yiep ) ] st+p 2 ) S jep?d ) ‘zz— % H ‘Dlwol,ét) = T + 1,




GRPO KL
Reference r
ol (== N Model 1
*Bﬂ‘%—?% .
Policy Reward T
Model Model .
OG TG

Group
Computation

Algorithm 1 Iterative Group Relative Policy Optimization

Input initial policy model =g, ,; reward models r,,; task prompts D; hyperparameters ¢, 8, 1
1: policy model my « mg,_,
2: foriteration=1,...,1do

3: reference model 7.5 < g

4 forstep=1,..., Mdo

5: Sample a batch Dj from D

6: Update the old policy model g, < mg

vé Sample G outputs {0;}%, ~ mg,, (- | q) for each question q € D

8 Compute rewards {r;}? | for each sampled output o; by running r,

9: Compute A;, for the t-th token of o; through group relative advantage estimation.
10: for GRPO iteration=1, ..., u do
11: Update the policy model mg by maximizing the GRPO objective (Equation 21)
12: Update r, through continuous training using a replay mechanism.

Output g
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* Richard S. Sutton and Andrew G. Barto, 2020, Reinforcement L.earning: An Introduction
« EMAE KEE 2022, KEEMFS] (MiE)
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* OpenAl, Welcome to Spinning Up in Deep RL!
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https://www.bilibili.com/video/BV1sd4y167NS/?share_source=copy_web&vd_source=cb0636b4b9a8bb223cb7003622e3faad
https://www.bilibili.com/video/BV1sd4y167NS/?share_source=copy_web&vd_source=cb0636b4b9a8bb223cb7003622e3faad
https://www.bilibili.com/video/BV1sd4y167NS/?share_source=copy_web&vd_source=cb0636b4b9a8bb223cb7003622e3faad
https://www.bilibili.com/video/BV1sd4y167NS/?share_source=copy_web&vd_source=cb0636b4b9a8bb223cb7003622e3faad
https://www.bilibili.com/video/BV1sd4y167NS/?share_source=copy_web&vd_source=cb0636b4b9a8bb223cb7003622e3faad
https://spinningup.openai.com/en/latest/index.html
https://spinningup.openai.com/en/latest/index.html
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« % Seita's Place: Going Deeper Into Reinforcement Learning: Fundamentals of Policy

Gradients

tH % . Seita's Place: Notes on the Generalized Advantage Estimation Paper

8% . Weng Lilian, A (Long) Peek into Reinforcement Learning, 2018

HE. Weng Lilian, Policy Gradient Algorithms, 2018
2. Sergey Levine, CS 285 UC Berkeley, Deep Reinforcement Learning, 2023

Z #F: Kevin Murphy, Reinforcement Learning: An Overview

P42 : David Silver, UCL, Reinforcement Learning, 2015


https://danieltakeshi.github.io/2017/03/28/going-deeper-into-reinforcement-learning-fundamentals-of-policy-gradients/
https://danieltakeshi.github.io/2017/03/28/going-deeper-into-reinforcement-learning-fundamentals-of-policy-gradients/
https://danieltakeshi.github.io/2017/04/02/notes-on-the-generalized-advantage-estimation-paper/
https://lilianweng.github.io/posts/2018-02-19-rl-overview/
https://lilianweng.github.io/posts/2018-04-08-policy-gradient/
https://rail.eecs.berkeley.edu/deeprlcourse/
https://arxiv.org/abs/2412.05265
https://davidstarsilver.wordpress.com/teaching/

Thank you for listening!
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